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    Introduction

    
    Treat IG authoring as software delivery: build a thin slice, validate continuously, and ship increments. The IG is an executable contract packaged for tooling and implementers.


    Target Audience

    This documentation is designed for healthcare technology professionals who face complex interoperability challenges:

    
    
        	IG Lead - Owns scope, decisions, and release train.

        	Terminology Steward - Owns CodeSystems/ValueSets/ConceptMaps and terminology server behavior.

        	FHIR Engineer - Authors profiles, examples, tests, and CI.

        	Clinical SME - Provides clinical intent and usability feedback.

        	Vendor Implementer - Builds implementations and provides interoperability feedback.

        	QA / Conformance - Owns test strategy and cross-product verification.

    


    Common Problems You Face

    If you're working in healthcare IT, you likely encounter these recurring challenges:

    
    
        	Slow IG development - Friction in authoring and review causes long feedback loops.

        	Terminology drift - ValueSet expansions and mappings change silently across environments.

        	Interop surprises - Works locally but fails in partner products and validators.

        	Unclear ownership - Decisions stall and constraints conflict.

    


    Why Patterns for FHIR?

    Creating high-quality FHIR Implementation Guides (IGs) isn’t just “writing documentation”. An IG is an executable contract: it contains computable profiles, terminology artifacts, examples, invariants, and testable conformance expectations.

    That makes IG authoring closer to software delivery than to traditional standards writing. FHIR authoring patterns capture practical, repeatable ways to ship IGs with fast feedback and fewer downstream surprises.

    Key motivations:

    
    	Treat IG authoring as delivery — work in thin slices, keep the IG always buildable, and publish frequently instead of “big bang” releases.

    	Continuous validation is non-negotiable — SUSHI, the IG Publisher, terminology validation, and example validation must run in CI so issues are caught immediately.

    	Terminology is part of the product — CodeSystems, ValueSets, ConceptMaps, versioning, and governance workflows need explicit patterns, not ad‑hoc decisions.

    	Profile layering needs discipline — design specialization hierarchies and reuse boundaries to avoid brittle inheritance and ecosystem fragmentation.

    	Multiple stakeholders, one artifact — clinical SMEs, terminology stewards, engineers, and implementers all edit/consume the same IG; patterns reduce friction and ambiguity.

    	Tooling and infrastructure shape success — HL7’s build.fhir.org pipelines, templates, and publishing conventions strongly influence what “good” looks like in practice.

    

    The goal of this book is to make authoring predictable: faster iteration, cleaner releases, and IGs that implementers can trust.


    Getting Started

    We recommend starting with the foundational concepts and building up:

    
    
        	Forces Analysis - Understanding the specific problems, tensions, and context that drive the need for patterns

        	Pattern Catalog - Comprehensive overview of all patterns, their philosophy, organization, and detailed descriptions

        	Co-Usage Map - See how patterns work together in real scenarios

    


    Pattern Structure

    Each pattern in this collection follows a consistent structure derived from classical pattern literature:

    
    
        	Intent - What specific problem does this pattern solve?

        	Forces - What tensions and constraints drive the need for this pattern?

        	Structure - Class diagrams showing the pattern's components

        	Behavior - Sequence diagrams showing how the pattern works at runtime

        	Implementation - Concrete guidance for implementing the pattern with FHIR

        	Related Patterns - How this pattern combines with others in the healthcare context

    


    
        Pattern-Based Approach: These patterns follow established software design pattern principles, making them familiar to developers while addressing healthcare-specific challenges like consent management, audit requirements, and multi-modal data integration.

    


    
        Implementation Flexibility: These patterns are architectural templates, not rigid implementations. Adapt them to your specific technology stack, organizational constraints, and regulatory requirements.

    


    Forces Analysis

    
    This section analyzes the key forces that shape FHIR implementation patterns. Understanding these forces helps you select and adapt patterns for your specific context.


    Speed vs Rigor

    
    Ship quickly without undermining conformance and semantic consistency.


    Short feedback loops

    
    Problem: Late feedback increases rework cost.


    Manifestations:

    
        	Long review cycles

        	Validation fails late

        	Stakeholders disagree about narrative intent

    


    Related Patterns:

    
        	HL7 Build Preview Pipeline (base template)

        	Validator Gate in CI

        	Example-Driven Profiling

    

    Avoid over-scoping

    
    Problem: Big-bang scope stalls delivery.


    Manifestations:

    
        	Too many profiles/extensions in v0.1

        	Unbounded terminology work

        	No end-to-end demo

    


    Related Patterns:

    
        	Thin-Slice Use-Case First

        	Release Trains + Compatibility Contracts

        	Profile Minimalism with Justification

    

    Interoperability reality

    
    Different products interpret edge cases differently; test explicitly.


    Multi-product variance

    
    Problem: Passing one tool does not guarantee ecosystem interoperability.


    Manifestations:

    
        	Terminology expansion differences

        	Validation differences

        	Search behavior differences

    


    Related Patterns:

    
        	Cross-Product Interop Matrix

        	TestScript / Inferno / Touchstone Alignment

        	Terminology as a Service (TaaS) Gate

    

    Meaning management

    
    Terminology changes can silently break interoperability; meaning must be governed and tested.


    Terminology drift

    
    Problem: ValueSet meaning changes across environments/versions.


    Manifestations:

    
        	Different expansions for same canonical

        	Local codes proliferate

        	Mappings become stale

    


    Related Patterns:

    
        	Three-Layer Terminology Model

        	Terminology as a Service (TaaS) Gate

        	Terminology Release Train

    

    Decision & ownership

    
    Without clear ownership and decisions, IGs accumulate conflicting constraints and slow reviews.


    Too many cooks

    
    Problem: Broad participation blocks decisions.


    Manifestations:

    
        	Meetings with 20 people

        	No single owner

        	Repeated debates

    


    Related Patterns:

    
        	Two-Speed Workgroups

        	Decision Log (ADR) with Reversibility

        	Definition-of-Done per Artifact

    


    Pattern Catalog

    
    This catalog provides an overview of all patterns in the FHIR Implementation Patterns collection.

    
    Overview

    Schema-aligned pattern language for building FHIR R4 Implementation Guides and terminology artifacts with fast feedback using HL7 build.fhir.org auto-build and the fhir.base.template#current publishing template.


    Pattern Categories

    
    
        Kickoff: Fast, testable direction

        Establish shared, testable direction in days—not months—by converting scope, risks, and success criteria into executable artifacts and decision logs.

        Patterns:

        
            	Thin-Slice Use-Case First - Prevent profile-first paralysis by starting with a thin slice of a real workflow demonstrable end-to...

            	Executable Contract Backlog - Make requirements testable using conformance statements + examples + tests, tracked to issues.

            	Decision Log (ADR) with Reversibility - Capture key decisions as lightweight ADRs with explicit revisit triggers.

        

    

    
        Governance: Workgroups that move

        Create workgroups that are small enough to decide and broad enough to be legitimate, with a cadence aligned to shipping increments.

        Patterns:

        
            	Two-Speed Workgroups - Separate a small delivery core from a broader review ring to balance velocity and legitimacy.

            	Definition-of-Done per Artifact - Define Done for each artifact type to prevent “nearly done” outputs.

        

    

    
        Authoring stack: FSH, repo, packages (HL7 build + base template)

        Use a software-engineering-grade authoring stack (FSH + CI + packages) and HL7 auto-build previews with the neutral base template.

        Patterns:

        
            	FSH-First, Repo-First Authoring - Use FSH + Git for diffable, distributed authoring; avoid hand-editing JSON/XML.

            	Package-First IG Layout - Treat the IG as a versioned package with stable canonical + dependencies.

            	HL7 Build Preview Pipeline (base template) - Use HL7 auto-build to generate previews for every push using fhir.base.template#current.

        

    

    
        Terminology: Treat meaning as a product

        Make terminology an explicit product with governance, distribution, and tests—so meanings don’t drift across implementations.

        Patterns:

        
            	Three-Layer Terminology Model - Separate CodeSystem/ValueSet/ConceptMap roles to reduce semantic drift.

            	Terminology as a Service (TaaS) Gate - Run $expand/$validate-code/$lookup in CI against a pinned terminology environment.

            	Terminology Release Train - Coordinate terminology change with IG releases using deprecation windows and diffs.

        

    

    
        Profiling: Model for interoperability, not elegance

        Profile only as much as needed; bound complexity; ensure constraints are executable and justified.

        Patterns:

        
            	Profile Minimalism with Justification - Every constraint must have a reason, an example, and a test; keep profiles lean.

            	Slice Explosion Control - Bound slicing complexity using budgets, conventions, and review gates.

            	Example-Driven Profiling - Use examples as first-class design artifacts; every profile/value set validates and renders.

        

    

    
        Testing: Interop is proven, not assumed

        Build a verification pipeline that continuously checks conformance across validators, servers, SDKs, and test platforms.

        Patterns:

        
            	Validator Gate in CI - Run IG Publisher validation as a hard gate on every PR.

            	Cross-Product Interop Matrix - Test across validators/servers/SDKs continuously to catch ecosystem differences early.

            	TestScript / Inferno / Touchstone Alignment - Write portable conformance tests using TestScript/TestPlan conventions and execute on common platfor...

        

    

    
        Release: Ship, support, evolve

        Release with compatibility guarantees, publish packages, and operate with a predictable change process.

        Patterns:

        
            	Release Trains + Compatibility Contracts - Ship on predictable trains with semver, published packages, and compatibility promises.

            	Change Impact Check & Diff Reports - Generate diffs and impact reports when artifacts change; validate downstream; publish migration note...

        

    


    All Patterns

    
    
        
            
                	Pattern
                	Category
                	Intent
            

        
        
            
                	Thin-Slice Use-Case First
                	Kickoff
                	Prevent profile-first paralysis by starting with a thin slice of a real workflow...
            

            
                	Executable Contract Backlog
                	Kickoff
                	Make requirements testable using conformance statements + examples + tests, trac...
            

            
                	Decision Log (ADR) with Reversibility
                	Kickoff
                	Capture key decisions as lightweight ADRs with explicit revisit triggers.
            

            
                	Two-Speed Workgroups
                	Governance
                	Separate a small delivery core from a broader review ring to balance velocity an...
            

            
                	Definition-of-Done per Artifact
                	Governance
                	Define Done for each artifact type to prevent “nearly done” outputs.
            

            
                	FSH-First, Repo-First Authoring
                	Authoring Stack
                	Use FSH + Git for diffable, distributed authoring; avoid hand-editing JSON/XML.
            

            
                	Package-First IG Layout
                	Authoring Stack
                	Treat the IG as a versioned package with stable canonical + dependencies.
            

            
                	HL7 Build Preview Pipeline (base template)
                	Authoring Stack
                	Use HL7 auto-build to generate previews for every push using fhir.base.template#...
            

            
                	Three-Layer Terminology Model
                	Terminology
                	Separate CodeSystem/ValueSet/ConceptMap roles to reduce semantic drift.
            

            
                	Terminology as a Service (TaaS) Gate
                	Terminology
                	Run $expand/$validate-code/$lookup in CI against a pinned terminology environmen...
            

            
                	Terminology Release Train
                	Terminology
                	Coordinate terminology change with IG releases using deprecation windows and dif...
            

            
                	Profile Minimalism with Justification
                	Profiling
                	Every constraint must have a reason, an example, and a test; keep profiles lean.
            

            
                	Slice Explosion Control
                	Profiling
                	Bound slicing complexity using budgets, conventions, and review gates.
            

            
                	Example-Driven Profiling
                	Profiling
                	Use examples as first-class design artifacts; every profile/value set validates...
            

            
                	Validator Gate in CI
                	Testing & Verification
                	Run IG Publisher validation as a hard gate on every PR.
            

            
                	Cross-Product Interop Matrix
                	Testing & Verification
                	Test across validators/servers/SDKs continuously to catch ecosystem differences...
            

            
                	TestScript / Inferno / Touchstone Alignment
                	Testing & Verification
                	Write portable conformance tests using TestScript/TestPlan conventions and execu...
            

            
                	Release Trains + Compatibility Contracts
                	Release & Operations
                	Ship on predictable trains with semver, published packages, and compatibility pr...
            

            
                	Change Impact Check & Diff Reports
                	Release & Operations
                	Generate diffs and impact reports when artifacts change; validate downstream; pu...
            

        
    


    Kickoff: Fast, testable direction Patterns

    
    Establish shared, testable direction in days—not months—by converting scope, risks, and success criteria into executable artifacts and decision logs.


    Key Challenges

    Typical challenges in this area:


    
        	Starting from FHIR resources instead of workflows

        	Unclear success criteria and non-testable requirements

        	Over-scoping the first release

        	Late decisions on canonical/package/version

    


    Patterns in this Category

    
    
        Thin-Slice Use-Case First

        Prevent profile-first paralysis by starting with a thin slice of a real workflow demonstrable end-to-end.

    

    
        Executable Contract Backlog

        Make requirements testable using conformance statements + examples + tests, tracked to issues.

    

    
        Decision Log (ADR) with Reversibility

        Capture key decisions as lightweight ADRs with explicit revisit triggers.

    


    Implementation Sequence

    Recommended order for implementing patterns in this category:

    
        	
            Thin-Slice Use-Case First
- Capture the first thin slice as a testable workflow.
        

        	
            Executable Contract Backlog
- Translate that workflow into a contract and backlog.
        

        	
            Decision Log (ADR) with Reversibility
- Make decisions fast and reversible via ADRs.
        

    


    Thin-Slice Use-Case First

    
    Prevent profile-first paralysis by starting with a thin slice of a real workflow demonstrable end-to-end.



    Structure

    A thin-slice is a small, end-to-end vertical thread from workflow intent → FHIR artifacts → runnable validation. Structurally, you build a minimal set of inputs, constraints, and outputs that can be demonstrated in one sitting.

       
       	Inputs: a one-page use-case + happy-path sequence that defines actors, trigger, and expected outcome

       	Artifacts: a minimal set of profiles/terminology (or even just base resources at first) plus one coherent example bundle

       	Gates: at least one automated validation run (publisher/validator + terminology checks if relevant)

       	Traceability: lightweight links from the use-case to the artifacts and acceptance tests

       	Outputs: a hosted preview that renders and validates so stakeholders can review the same executable slice

       



    
        [image: Thin-Slice Use-Case Structure Diagram]
        Thin-Slice Use-Case Structure Diagram
    

    Components

    
        	
            One-page use-case
            
            	State the clinical problem and the actors involved

            	Define the trigger and the desired outcome

            	Capture scope boundaries (what’s explicitly out of scope)

            	Note key constraints (jurisdiction, privacy, policy)

            	Link to initial conformance statements and examples

            

        

        	
            Happy-path sequence
            
            	Describe the user journey step-by-step (who does what, when)

            	Identify the FHIR interactions (create/read/search/update)

            	Call out preconditions (identity, consent, terminology availability)

            	Mark decision points that will need governance

            	Keep it short enough to fit on one screen

            

        

        	
            Minimum dataset
            
            	List the minimum required data elements to make the slice work

            	Tie each element to a purpose in the workflow

            	Prefer existing elements over extensions

            	Note required terminology bindings and must-support expectations

            	Define what ‘good enough’ means for v0.1

            

        

        	
            Example bundle
            
            	Provide at least one valid end-to-end example that renders in the IG

            	Include realistic identifiers, dates, and code values

            	Keep examples small and readable; add complexity only when needed

            	Add at least one negative example if the risk is high

            	Treat examples as regression assets (they must keep validating)

            

        

        	
            Acceptance tests
            
            	Translate success criteria into testable checks (validator gates, terminology tests)

            	Ensure each MUST/SHALL is backed by at least one test

            	Run tests locally and in CI

            	Record expected outcomes and failure messages

            	Keep a thin smoke suite that runs fast

            

        

    


    Behavior

    How the thin slice evolves

    The thin slice is iterated as a loop: write → compile → validate → review → adjust. The goal is to surface unknowns early and keep decisions reversible.
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        Thin-Slice Iteration Sequence Diagram
    

    1) Draft the slice

    
        	Pick one real workflow scenario and phrase it as: trigger → interactions → outcome.

        	Identify the smallest set of FHIR interactions needed (create/read/update/search).

        	Write down the minimum dataset and note any terminology dependencies.

    

    2) Make it executable

    
        	Create a minimal example bundle that can be validated and rendered.

        	Add just enough constraints so the example is meaningful (avoid premature over-profiling).

        	Run validation locally/CI and capture failures as backlog items.

    

    3) Review and expand carefully

    
        	Review the hosted preview with clinical + implementer stakeholders.

        	Convert feedback into new explicit acceptance tests and conformance statements.

        	Only expand scope when the slice remains green (rendering + validation).

    




    References

    
        	
            Guidance for FHIR IG Creation (CI build)
            IG authoring guidance
        

        	
            ImplementationGuide (R4)
            R4 IG resource
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    Executable Contract Backlog

    
    Make requirements testable using conformance statements + examples + tests, tracked to issues.



    Structure

    The executable contract backlog is a linked set of requirements, artifacts, and tests that can be run automatically. Structurally, it combines: conformance statements (what must be true), artifacts that enforce them (profiles/terminology/examples), and checks that prove them (CI gates).

       
       	Statement registry: RFC2119-style statements with stable IDs and rationale

       	Artifact links: each statement points to the enforcing profile rule, terminology binding, and example(s)

       	Test links: each statement has at least one positive test (and negative test for high-risk rules)

       	Work tracking: statements map to issues/PRs so progress is visible and reviewable

       	Definition of Done: objective acceptance criteria that must be satisfied before a statement is considered implemented

       




    Components

    
        	
            Conformance statements
            
            	Write requirements as RFC2119-style statements (MUST/SHOULD/MAY)

            	Assign stable IDs so statements can be referenced and tracked

            	Attach rationale so reviewers understand the ‘why’

            	Link to the profile/terminology element that enforces it

            	Keep statements small and independently testable

            

        

        	
            Test cases
            
            	For each statement, define positive and (when risk is high) negative tests

            	Use examples as inputs whenever possible

            	Specify what tooling runs the test (IG Publisher, terminology server, etc.)

            	Keep quick feedback tests in the PR gate

            	Track flaky tests separately and fix root causes

            

        

        	
            Trace links
            
            	Link statements to issues/requirements in a tracker

            	Link statements to profiles, ValueSets, examples, and tests

            	Keep traceability lightweight but consistent

            	Use consistent identifiers in filenames and commit messages

            	Make it easy to answer: ‘what changed and why?’

            

        

        	
            Definition of Done
            
            	Define the minimum bar for accepting a requirement into the IG

            	Include validation, rendering, example coverage, and review expectations

            	Ensure DONE is objective (pass/fail), not subjective

            	Revisit the DoD when releases get blocked by repeated issues

            	Keep the DoD visible in the repo

            

        

    


    Behavior

    Backlog lifecycle

    Requirements move through a small lifecycle: propose → implement → validate → ship. The ‘executable’ part is what keeps the backlog honest.



    Define

    
        	Write a conformance statement with a stable ID and rationale.

        	Decide how it will be enforced (profile constraint, binding strength, invariant, terminology policy).

        	Define how it will be tested (validator, terminology server op, cross-product harness).

    

    Implement

    
        	Add the enforcing artifact changes (FSH, terminology artifacts, narrative).

        	Add/update examples so the requirement is demonstrably met.

        	Add CI checks so violations fail fast with actionable messages.

    

    Operate

    
        	Triage failures: distinguish tool drift vs true regressions.

        	When changes are needed, update statement, artifact, and tests together.

        	Ship with release notes so implementers can track what changed and why.

    




    References

    
        	
            IG Publisher Documentation
            Publisher docs
        

        	
            Testing Platforms
            Testing ecosystem
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    Decision Log (ADR) with Reversibility

    
    Capture key decisions as lightweight ADRs with explicit revisit triggers.



    Structure

    An ADR decision log is a small, versioned set of markdown documents stored alongside source. It creates a durable index of decisions that affect the IG’s structure and downstream implementers.

       
       	ADR directory: a dedicated folder (e.g., docs/adr/) with numbered, immutable records

       	Standard template: context → decision → consequences → alternatives considered

       	Linkage: each ADR links to PRs/issues/meeting notes and to affected artifacts (profiles, terminology, build config)

       	Index: a simple table of contents so decisions can be discovered quickly

       	Status model: proposed/accepted/superseded with explicit revisit triggers

       




    Components

    
        	
            ADR template
            
            	Standardize decision records: context → decision → consequences

            	Include alternatives considered and why they were rejected

            	Add links to issues, PRs, and meeting notes

            	Keep ADRs short (1–2 pages)

            	Make ADRs easy to discover from the repo root

            

        

        	
            Decision owner
            
            	Assign one accountable person per ADR

            	Define who must be consulted vs informed

            	Clarify escalation path when agreement isn’t possible

            	Ensure decision owners rotate if needed but accountability remains clear

            	Keep ownership aligned with governance structure

            

        

        	
            Revisit triggers
            
            	Record explicit conditions that force a decision review

            	Common triggers: new IG dependency, scope shift, ballot feedback, validator changes

            	Use dates or milestone checkpoints to prevent decisions from stagnating

            	Mark impacted artifacts so changes are scoped

            	Update triggers when reality changes

            

        

        	
            Status
            
            	Use a small lifecycle: proposed → accepted → superseded

            	Mark superseding ADRs and keep history

            	Avoid ‘draft forever’ by setting deadlines

            	Reflect status in PR checks (e.g., required ADR for certain changes)

            	Keep the ADR index up-to-date

            

        

    


    Behavior

    Decision lifecycle

    ADRs work when they’re lightweight and enforced. The behavior is about making decisions visible, easy to reference, and easy to revisit when assumptions change.



    Create

    
        	Create an ADR whenever a change affects canonical/package/versioning, governance, profiling strategy, or terminology policy.

        	Time-box decision-making and document alternatives considered.

        	Assign an accountable owner and list consulted/informed roles.

    

    Enforce

    
        	Require ADR references in PRs for changes in certain paths (e.g., ig.ini, canonical, dependencies).

        	Keep the ADR index updated as part of the PR checklist.

        	Use revisit triggers to avoid stale decisions living forever.

    

    Revisit

    
        	When a trigger fires (dependency change, ballot feedback, scope split), open a short PR that proposes a superseding ADR.

        	Record the new decision and mark the old ADR superseded.

        	Communicate decision impacts in release notes and migration guidance.
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    Governance: Workgroups that move Patterns

    
    Create workgroups that are small enough to decide and broad enough to be legitimate, with a cadence aligned to shipping increments.


    Key Challenges

    Typical challenges in this area:


    
        	Decision rights are unclear (who decides vs who advises)

        	Review cycles grow without a predictable cadence

        	Terminology and profiling decisions conflict without escalation

        	Important decisions get lost in chat/meetings and get re-litigated

    


    Patterns in this Category

    
    
        Two-Speed Workgroups

        Separate a small delivery core from a broader review ring to balance velocity and legitimacy.

    

    
        Definition-of-Done per Artifact

        Define Done for each artifact type to prevent “nearly done” outputs.

    



    Two-Speed Workgroups

    
    Separate a small delivery core from a broader review ring to balance velocity and legitimacy.



    Structure

    Two-speed workgroups separate fast delivery from broad review. Structurally, you establish a small decision-making core plus lightweight, scheduled review rings with explicit decision rights.

       
       	Delivery core: owns backlog, PR triage, and day-to-day authoring decisions

       	Review rings: clinical, terminology, and implementer bodies with clear scopes

       	Cadence: predictable meeting/review rhythm aligned to shipping increments

       	Decision rights: documented RACI-style expectations (decide/advise/inform)

       	Escalation: a single, named path for conflicts and high-risk decisions
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        Two-Speed Workgroups Structure Diagram
    

    Components

    
        	
            Delivery core
            
            	Small group empowered to decide and ship

            	Owns backlog, triage, and day-to-day authoring decisions

            	Maintains the release plan and PR review velocity

            	Keeps decisions aligned with the thin slice

            	Escalates only when needed

            

        

        	
            Clinical council
            
            	Reviews clinical intent and usability (not syntax)

            	Provides acceptance criteria and examples

            	Helps identify risk areas requiring stricter constraints

            	Ensures narrative matches real workflows

            	Meets on a predictable cadence

            

        

        	
            Terminology authority
            
            	Owns CodeSystem/ValueSet/ConceptMap governance

            	Reviews bindings, expansions, and mapping policy

            	Sets release process for terminology artifacts

            	Ensures terminology tests are realistic and reproducible

            	Coordinates with implementers for adoption

            

        

        	
            Implementer roundtable
            
            	Provides feasibility feedback and edge cases

            	Reviews examples and test vectors

            	Identifies ecosystem variance early

            	Advises on migration and compatibility expectations

            	Helps ensure constraints are implementable

            

        

        	
            Escalation path
            
            	Defines what issues require escalation (breaking change, safety, policy)

            	Names the escalation owner/body

            	Sets time-boxes for resolution

            	Records outcomes in ADRs

            	Prevents endless re-litigation

            

        

    


    Behavior

    How work moves

    The core ships continuously, while rings review in batches on a cadence. The key behavior is preventing the review ring from becoming an approval bottleneck.
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        Two-Speed Workgroups Flow Diagram
    

    Delivery loop

    
        	Core groom backlog and define what’s in the next increment.

        	Core authors changes in small PRs with executable validation.

        	Core merges when gates pass and review requirements are satisfied.

    

    Review loop

    
        	Rings get a hosted preview and a short agenda (what decisions are needed).

        	Feedback is captured as issues with clear acceptance criteria.

        	Only high-impact disagreements escalate; everything else routes back to the core backlog.

    




    References

    
        	
            FSH/SUSHI transition plan
            Governance example
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    Definition-of-Done per Artifact

    
    Define Done for each artifact type to prevent “nearly done” outputs.



    Structure

    Definition-of-Done (DoD) per artifact is a set of versioned checklists maintained in-repo and referenced by PR templates. Structurally it standardizes what “complete” means across profiles, terminology artifacts, examples, pages, and tests.

       
       	Checklist catalog: one checklist per artifact type with objective pass/fail criteria

       	PR integration: PR templates require authors to affirm relevant DoD items

       	Ownership: explicit reviewer roles for each checklist section (clinical/term/tech/editorial)

       	Automation mapping: which DoD items are enforced by CI vs human review

       	Release gate: a final roll-up check that confirms DoD compliance for the release set

       




    Components

    
        	
            DoD checklists
            
            	Create per-artifact checklists (Profile, ValueSet, ConceptMap, Example, Page)

            	Include validation + rendering requirements

            	Include mandatory metadata (title, purpose, narrative)

            	Include required tests or vectors

            	Keep checklists versioned in the repo

            

        

        	
            Review roles
            
            	Define who reviews what: clinical, terminology, technical, editorial

            	Ensure reviewers know what ‘good’ looks like

            	Avoid requiring everyone to review everything

            	Require a minimum set of sign-offs for risky changes

            	Track reviewer assignment in PR templates

            

        

        	
            Automated checks
            
            	Run IG Publisher validation as a gate

            	Run terminology tests against a pinned server

            	Enforce formatting/linting rules to reduce review noise

            	Fail fast on broken links or missing metadata

            	Keep checks stable and document suppressions

            

        

        	
            Release readiness gate
            
            	Define release criteria (all critical issues closed, package published)

            	Require changelog + migration note updates

            	Confirm versioning is correct and dependencies resolve

            	Run a minimal cross-product smoke suite

            	Time-box final review to avoid stalled releases

            

        

    


    Behavior

    DoD enforcement and evolution

    DoD only works when it’s routinely applied and refined based on real failures. The behavior is to treat DoD as a living system constraint.



    Apply

    
        	Use the checklist to define what ‘DONE’ means before work starts.

        	Reject ‘almost done’ changes that don’t meet objective criteria.

        	Automate repetitive checks so reviews focus on meaning and usability.

    

    Refine

    
        	When releases are blocked, identify which missing criteria caused the block.

        	Adjust the checklist to prevent repeats (add an automated check if possible).

        	Version the DoD changes and communicate them to contributors.
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    Authoring stack: FSH, repo, packages (HL7 build + base template) Patterns

    
    Use a software-engineering-grade authoring stack (FSH + CI + packages) and HL7 auto-build previews with the neutral base template.


    Key Challenges

    Typical challenges in this area:


    
        	Hand-edited JSON/XML drifts and becomes unreviewable

        	Builds are slow or fail only in CI, not locally

        	Template/dependency versions change and break rendering

        	Branch naming or repo layout breaks HL7 auto-build

    


    Patterns in this Category

    
    
        FSH-First, Repo-First Authoring

        Use FSH + Git for diffable, distributed authoring; avoid hand-editing JSON/XML.

    

    
        Package-First IG Layout

        Treat the IG as a versioned package with stable canonical + dependencies.

    

    
        HL7 Build Preview Pipeline (base template)

        Use HL7 auto-build to generate previews for every push using fhir.base.template#current.

    



    FSH-First, Repo-First Authoring

    
    Use FSH + Git for diffable, distributed authoring; avoid hand-editing JSON/XML.



    Structure

    FSH-first authoring treats FSH as source-of-truth and generated JSON/XML as build output. Structurally it's a conventional repo layout + predictable compilation pipeline + review workflow.

       
       	Source layout: FSH files organized by artifact type (profiles, extensions, instances, terminology)

       	Reuse primitives: aliases and rule sets to reduce duplication and keep consistency

       	Build artifacts: generated resources treated as ephemeral outputs (not manually edited)

       	Review workflow: PR-based changes with CODEOWNERS routing for domain review

       	Developer environment: scripted/tooling support (devcontainer, make targets) so builds are repeatable

       



    
        [image: FSH-First Authoring Stack Structure Diagram]
        FSH-First Authoring Stack Structure Diagram
    

    Components

    
        	
            FSH source
            
            	Author profiles/extensions/instances as text for clean diffs

            	Use naming conventions so artifacts remain discoverable

            	Keep FSH modular (one concern per file)

            	Prefer reuse (aliases, rule sets)

            	Avoid hand-editing generated JSON/XML

            

        

        	
            SUSHI compile
            
            	Treat SUSHI output as build artifacts

            	Run SUSHI locally and in CI

            	Fail builds when compilation fails or warnings exceed budget

            	Pin SUSHI version to reduce drift

            	Keep compilation logs accessible

            

        

        	
            Branch + PR
            
            	Require PRs for changes to ensure review and traceability

            	Use PR templates that ask for intent + tests + references

            	Keep PRs small to reduce review delay

            	Tag PRs by area (profiling/terminology/testing)

            	Use CODEOWNERS to route reviews

            

        

        	
            Codespaces/devcontainer
            
            	Provide a consistent toolchain for contributors

            	Pre-install IG Publisher/SUSHI/Java prerequisites

            	Include scripts for build/validate/test

            	Reduce ‘works on my machine’ issues

            	Document the one-command setup

            

        

    


    Behavior

    Author → compile → publish

    Work flows from text changes to compiled artifacts to rendered IG output, with failures captured early.



    Authoring

    
        	Write new/changed rules in FSH using conventions for naming and modularity.

        	Prefer small changes and reuse rule sets rather than copying constraints.

        	Update examples alongside constraints to keep artifacts executable.

    

    Compilation

    
        	Run SUSHI locally and in CI; treat errors as blockers and warnings as budgeted debt.

        	Pin compiler versions so build output stays stable.

        	Publish build logs so contributors can debug quickly.

    

    Review

    
        	Require PR review and link changes to issues/ADRs.

        	Use automated checks to reduce reviewer burden.

        	Merge only when validation and rendering are green.

    




    References

    
        	
            FHIR Shorthand
            FSH spec
        

        	
            SUSHI
            FSH compiler
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    Package-First IG Layout

    
    Treat the IG as a versioned package with stable canonical + dependencies.



    Structure

    Package-first IG layout treats the IG as a versioned software package with stable identifiers and dependencies. Structurally it’s anchored by ig.ini + sushi-config.yaml, a stable canonical and packageId, and explicit dependency management.

       
       	Root config: ig.ini at repo root to support both local and auto-build pipelines

       	Package metadata: canonical URL, packageId, version, status/maturity stored in sushi-config.yaml

       	Dependency graph: explicit, pinned dependency list with documented rationale

       	Naming conventions: consistent IDs and filenames to ensure stable URLs across releases

       	Publication pipeline: predictable build → package publish → preview/update steps

       




    Components

    
        	
            ig.ini
            
            	Keep ig.ini at the IG root

            	Pin template and point to correct sushi-config

            	Document any non-default parameters

            	Avoid environment-specific values

            	Verify HL7 auto-build compatibility

            

        

        	
            sushi-config.yaml
            
            	Define canonical, version, dependencies, and menu structure

            	Keep packageId stable from the start

            	Use consistent naming for profiles and examples

            	Ensure dependencies are resolvable

            	Validate that generated output matches expectations

            

        

        	
            package metadata
            
            	Maintain semantic versioning policies

            	Ensure package.json metadata matches IG packaging rules

            	Include status, maturity, and publication notes

            	Keep changelog aligned with versions

            	Publish packages predictably

            

        

        	
            dependency list
            
            	Declare dependencies explicitly and keep versions pinned

            	Document why each dependency exists

            	Monitor dependency updates for breaking changes

            	Keep dependency count minimal

            	Validate builds in clean environments

            

        

        	
            naming conventions
            
            	Establish consistent profile IDs, filenames, and canonical URLs

            	Ensure names are stable across releases

            	Avoid collisions with upstream IGs

            	Document conventions in CONTRIBUTING

            	Enforce conventions via CI linting

            

        

    


    Behavior

    Build and dependency behavior

    Package-first behavior is about making builds reproducible and upgrades intentional.



    Change management

    
        	When changing canonical/packageId/versioning, record an ADR and communicate downstream impact.

        	Confirm dependencies resolve in a clean environment (no hidden local caches).

        	Use semver rules so implementers can predict compatibility.

    

    Dependency upgrades

    
        	Upgrade dependencies intentionally; capture what changed and why.

        	Re-run validation and rendering checks after upgrades.

        	If behavior changes, add regression tests and update migration notes.

    




    References

    
        	
            IG Publisher Documentation
            IG layout guidance
        

    


    

    Back to Table of Contents


    HL7 Build Preview Pipeline (base template)

    
    Use HL7 auto-build to generate previews for every push using fhir.base.template#current.



    Structure

    The HL7 build preview pipeline uses the auto-ig-builder to produce a hosted preview for each push. Structurally it relies on repo visibility, a predictable branch naming scheme, ig.ini at the root, and a supported publishing template.

       
       	GitHub repo: public visibility and a default branch compatible with the HL7 builder

       	Root ig.ini: points to sushi-config and sets template=fhir.base.template#current

       	Template strategy: minimal customization to survive template updates

       	Builder integration: auto-ig-builder installed/configured with correct Java/tool versions

       	Log/triage loop: build output captured and treated as a first-class feedback channel

       




    Components

    
        	
            Public GitHub repo
            
            	Ensure repo visibility supports HL7 auto-build

            	Maintain a predictable default branch

            	Use PR-based workflow so previews map to changes

            	Keep secrets out of the repo

            	Add CONTRIBUTING and release docs

            

        

        	
            ig.ini at IG root
            
            	Put ig.ini at root (auto-build expects it)

            	Ensure it points to correct template and config

            	Avoid path assumptions that break in CI

            	Keep it minimal and well-documented

            	Test with HL7 build logs early

            

        

        	
            template=fhir.base.template#current
            
            	Use the neutral base template for consistent rendering

            	Prefer #current for CI-style builds aligned with build.fhir.org

            	Document why template choice matters

            	Re-test when template changes affect output

            	Avoid template customizations that break upgrades

            

        

        	
            fhir-ig-builder app
            
            	Install and configure the HL7 build agent

            	Ensure Java and dependencies match expected versions

            	Use build logs to debug early failures

            	Keep the builder config stable

            	Coordinate repo settings with HL7 build requirements

            

        

        	
            Build log triage
            
            	Treat build warnings as backlog items

            	Create a playbook for common publisher errors

            	Link build failures to PRs/issues

            	Keep builds green before expanding scope

            	Use log-based gates to prevent regressions

            

        

    


    Behavior

    Preview feedback loop

    Every push produces a preview URL that becomes the shared artifact for review and debugging.


    
        [image: HL7 Build Preview Pipeline Sequence Diagram]
        HL7 Build Preview Pipeline Sequence Diagram
    

    On every push

    
        	Auto-build runs publisher + renders the IG using the base template.

        	Build logs are generated and linked from the preview.

        	Stakeholders review the same preview output and report issues with deep links.

    

    When builds fail

    
        	Triage the log: configuration/path issues vs publisher errors vs dependency resolution.

        	Fix the minimal root cause and re-push to confirm green build.

        	Convert recurring failures into documented playbook steps and CI checks.

    




    References

    
        	
            FHIR IG Auto-Builder
            Auto-build setup
        

        	
            Publishing Templates
            Template resolution
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    Terminology: Treat meaning as a product Patterns

    
    Make terminology an explicit product with governance, distribution, and tests—so meanings don’t drift across implementations.


    Key Challenges

    Typical challenges in this area:


    
        	ValueSet expansions differ across environments or over time

        	Local codes proliferate without a strategy

        	Mappings become stale and are not regression-tested

        	Terminology performance and caching cause non-deterministic results

    


    Patterns in this Category

    
    
        Three-Layer Terminology Model

        Separate CodeSystem/ValueSet/ConceptMap roles to reduce semantic drift.

    

    
        Terminology as a Service (TaaS) Gate

        Run $expand/$validate-code/$lookup in CI against a pinned terminology environment.

    

    
        Terminology Release Train

        Coordinate terminology change with IG releases using deprecation windows and diffs.

    



    Three-Layer Terminology Model

    
    Separate CodeSystem/ValueSet/ConceptMap roles to reduce semantic drift.



    Structure

    The three-layer terminology model separates the responsibilities of CodeSystems (identities and code definitions), ValueSets (selection/binding), and ConceptMaps (translation/mapping). Structurally it prevents mixing concerns and makes change impact easier to manage.

       
       	CodeSystem layer: authoritative definition of codes, governance, identifiers, and versioning

       	ValueSet layer: curated sets for binding; composable inclusion rules; expansion expectations

       	ConceptMap layer: mappings between code systems with explicit equivalence policies

       	Identifier publication: NamingSystem entries for key URIs/OIDs so implementers can resolve them

       	Test assets: vectors and CI checks that exercise expansions, lookup, and validate-code
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        Three-Layer Terminology Model Diagram
    

    Components

    
        	
            CodeSystem strategy
            
            	Decide when to reuse vs create code systems

            	Define ownership and publication process

            	Ensure identifiers and versioning are stable

            	Document scope and intended use

            	Provide examples and test vectors

            

        

        	
            ValueSet governance
            
            	Define inclusion rules and expansion expectations

            	Pin and test expansions where interoperability risk is high

            	Document intent and usage constraints

            	Keep ValueSets small and composable when possible

            	Track changes with diffs and release notes

            

        

        	
            ConceptMap policy
            
            	Define mapping purposes (translation, reasonable mapping, etc.)

            	Set rules for equivalence and unmapped handling

            	Provide test cases for high-risk mappings

            	Version maps with terminology releases

            	Document known limitations

            

        

        	
            NamingSystem
            
            	Use NamingSystem to publish key identifiers

            	Avoid duplicate identifiers across packages

            	Document OIDs/URIs and their governance

            	Ensure consistent use across examples and artifacts

            	Keep identifier policy in governance docs

            

        

    


    Behavior

    Terminology authoring behavior

    Changes flow through stewardship: define → test → publish → monitor.



    Define and review

    
        	Define codes in CodeSystems with clear scope; avoid sneaking selection rules into CodeSystem content.

        	Define ValueSets as selection logic; document intended binding strength and usage.

        	Define ConceptMaps with explicit equivalence rules and unmapped handling.

    

    Test and publish

    
        	Run expansion/validate-code tests in CI against a pinned terminology environment.

        	Publish terminology artifacts as part of a release train with diffs.

        	Monitor for implementer feedback and update maps/value sets with controlled change.

    




    References

    
        	
            FHIR Terminology Service
            Terminology operations
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    Terminology as a Service (TaaS) Gate

    
    Run $expand/$validate-code/$lookup in CI against a pinned terminology environment.



    Structure

    A TaaS gate is a small CI suite that runs standard terminology operations against a pinned server/environment. Structurally it includes: endpoint configuration, pinned content versions, a cache policy, and golden test vectors.

       
       	Endpoint config: a documented base URL + auth approach (if needed), used consistently across CI and local runs

       	Pinned content: explicit versions of code systems/value sets required for deterministic results

       	Cache policy: rules for when cached expansions are allowed and how to detect drift

       	Golden vectors: small inputs with expected invariants/outcomes (including expected failures)

       	Reporting: CI artifacts that explain exactly what failed (operation, parameters, expected vs actual)

       




    Components

    
        	
            Terminology server
            
            	Select a server that supports required operations ($expand/$validate-code)

            	Define availability and performance expectations

            	Ensure licensing/realm constraints are understood

            	Document endpoint usage and authentication

            	Provide a fallback strategy for outages

            

        

        	
            Pinned versions
            
            	Pin terminology content versions used for CI

            	Record versions in the repo and release notes

            	Avoid ‘latest’ expansions for critical ValueSets

            	Validate pinning in clean environments

            	Update pins intentionally with change impact checks

            

        

        	
            Cache strategy
            
            	Decide when cached expansions are acceptable

            	Prevent silent cache drift across environments

            	Document cache invalidation rules

            	Keep CI deterministic and reproducible

            	Monitor cache size/performance impacts

            

        

        	
            Golden test vectors
            
            	Create small, representative code sets for tests

            	Include edge codes and expected failures

            	Store expected outputs (or invariants) in repo

            	Run vectors across multiple servers where possible

            	Update vectors as part of controlled releases

            

        

    


    Behavior

    CI terminology verification

    The gate runs fast checks on every PR and fuller checks on a cadence.



    PR gate (fast)

    
        	Run $validate-code for high-risk bindings.

        	Run $expand for a small set of critical ValueSets.

        	Fail builds on unexpected drift or unavailable terminology operations.

    

    Scheduled gate (deep)

    
        	Run broader expansion and mapping checks.

        	Compare results across servers if you support multiple environments.

        	Publish drift reports and propose pin updates via controlled PRs.

    




    References

    
        	
            Ontoserver
            Terminology server
        

        	
            SNOMED terminology servers
            Snowstorm overview
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    Terminology Release Train

    
    Coordinate terminology change with IG releases using deprecation windows and diffs.



    Structure

    A terminology release train coordinates changes across CodeSystems/ValueSets/ConceptMaps with predictable versions, diffs, and deprecation windows. Structurally it’s a repeatable pipeline plus documented compatibility policy.

       
       	Versioning policy: semver-like rules for what counts as breaking vs additive changes

       	Deprecation policy: defined windows and replacement guidance for removed/changed codes

       	Diff artifacts: human-reviewable diffs attached to releases and CI runs

       	Release notes: migration notes and implementer-facing summaries of meaning changes

       	Alignment: terminology versions aligned to IG package versions and adoption milestones

       




    Components

    
        	
            Versioning policy
            
            	Define SemVer rules for terminology artifacts

            	Decide what counts as breaking vs additive

            	Align terminology versions with IG package versions

            	Keep a deprecation window policy

            	Document how implementers should upgrade

            

        

        	
            Deprecation windows
            
            	Provide time to migrate away from deprecated codes

            	Communicate deprecations in changelogs and IG narrative

            	Keep backward compatibility where feasible

            	Provide mapping guidance to replacement codes

            	Remove deprecated items only on major releases

            

        

        	
            Diff reports
            
            	Generate diffs for ValueSets/CodeSystems/ConceptMaps

            	Highlight semantic changes, not just textual changes

            	Store diffs with releases

            	Use diffs to drive review conversations

            	Validate diffs against test vectors

            

        

        	
            Migration notes
            
            	Provide actionable migration instructions

            	Include before/after examples when possible

            	Identify impacted profiles and tests

            	Provide cutover timelines

            	Keep notes lightweight but complete

            

        

    


    Behavior

    Release behavior

    Terminology releases are treated like code releases: plan, publish, and support upgrades.



    Prepare

    
        	Collect changes into a release candidate branch with updated test vectors.

        	Generate diffs and review for semantic impact.

        	Decide whether changes require a major/minor bump based on policy.

    

    Publish

    
        	Publish artifacts with version identifiers and updated NamingSystem entries.

        	Publish migration notes including replacements and timelines.

        	Update pins used by CI in a controlled PR to keep builds deterministic.
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    Profiling: Model for interoperability, not elegance Patterns

    
    Profile only as much as needed; bound complexity; ensure constraints are executable and justified.


    Key Challenges

    Typical challenges in this area:


    
        	Profiles become too strict (or too vague) to interoperate

        	Slicing and MustSupport explode complexity

        	Constraints lack rationale and are hard to implement

        	Examples don’t validate or don’t cover edge cases

    


    Patterns in this Category

    
    
        Profile Minimalism with Justification

        Every constraint must have a reason, an example, and a test; keep profiles lean.

    

    
        Slice Explosion Control

        Bound slicing complexity using budgets, conventions, and review gates.

    

    
        Example-Driven Profiling

        Use examples as first-class design artifacts; every profile/value set validates and renders.

    



    Profile Minimalism with Justification

    
    Every constraint must have a reason, an example, and a test; keep profiles lean.



    Structure

    Profile minimalism is a constraint architecture: only add constraints that have a rationale, an example, and a test. Structurally it organizes constraints, invariants, and MustSupport expectations so they remain bounded and implementable.

       
       	Rationale capture: each non-trivial constraint has an explicit ‘why’ tied to a workflow step/force

       	MustSupport policy: a written interpretation (producer/consumer obligations) with bounded lists

       	Invariant library: reusable, named invariants rather than duplicated FHIRPath

       	Example set: small, representative examples that validate and render, including edge cases

       	Test mapping: statements/tests that prove constraints work and remain stable over time

       




    Components

    
        	
            Constraint rationale
            
            	Record why each constraint exists (interoperability, safety, policy)

            	Link rationale to a force or use-case step

            	Note implementer impact and alternatives

            	Require rationale before adding complex constraints

            	Keep rationale close to the artifact (comments or narrative)

            

        

        	
            MustSupport policy
            
            	Define what MustSupport means for producers and consumers

            	Keep MustSupport lists bounded

            	Tie MustSupport to workflow needs and tests

            	Avoid MustSupport as a proxy for ‘important’ without evidence

            	Revisit MustSupport as scope evolves

            

        

        	
            Invariant library
            
            	Reuse invariants instead of duplicating FHIRPath expressions

            	Name invariants predictably

            	Test invariants via examples

            	Keep invariants readable and documented

            	Avoid overly complex expressions without tests

            

        

        	
            Example coverage
            
            	Ensure examples cover required slices, bindings, and edge cases

            	Add negative examples for high-risk rules

            	Keep example set small but representative

            	Ensure examples validate in CI

            	Link examples to statements/tests

            

        

    


    Behavior

    Constraint decision behavior

    Constraints are added slowly and deliberately, and removed/refined when they don’t improve interoperability.



    Before adding a constraint

    
        	State the interoperability problem the constraint solves.

        	Check if a simpler approach works (example guidance, MustSupport policy, terminology change).

        	Define how you will test it and what failure should look like.

    

    After adding a constraint

    
        	Add/adjust examples so the rule is demonstrably satisfied.

        	Run validator gates and ensure failures are understandable.

        	Collect implementer feedback; remove or adjust constraints that create friction without benefit.
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    Slice Explosion Control

    
    Bound slicing complexity using budgets, conventions, and review gates.



    Structure

    Slice explosion control is an architecture for keeping slicing complexity bounded. Structurally it introduces a ‘budget’, naming conventions, a review gate, and a refactoring cadence.

       
       	Budget: explicit limits on slice counts per element and per profile

       	Conventions: consistent naming and discriminator choices to reduce ambiguity

       	Review gate: profiling experts review new slices for overlap, implementability, and example coverage

       	Tooling support: reports on slice counts and validation performance over time

       	Refactoring plan: scheduled reduction of complexity with migration guidance

       




    Components

    
        	
            Slicing budget
            
            	Set an explicit budget for number of slices per element

            	Require justification for exceeding the budget

            	Track slice count growth over time

            	Prefer value sets or extensions when appropriate

            	Keep slicing aligned with implementer capability

            

        

        	
            Slice naming
            
            	Use consistent slice names across profiles

            	Make names meaningful for implementers

            	Avoid renaming slices without migration guidance

            	Keep slice discriminators simple

            	Document naming conventions

            

        

        	
            Review gate
            
            	Require review from profiling experts for new slices

            	Check slice invariants and bindings

            	Confirm examples validate all slices

            	Catch slice overlap/ambiguity early

            	Use tooling output to support review

            

        

        	
            Refactor plan
            
            	Schedule periodic refactoring of complex profiles

            	Track hotspots (slow validation, repeated confusion)

            	Prefer incremental refactors to avoid big-bang changes

            	Provide migration guidance for refactors

            	Retest across products after refactoring

            

        

    


    Behavior

    Slicing governance behavior

    Slicing gets added when it’s the simplest way to express interoperable variation; otherwise it’s avoided.



    Decision rules

    
        	Prefer value sets, MustSupport policy, or separate profiles over complex slicing when feasible.

        	If slicing is required, choose the simplest discriminator and smallest number of slices.

        	Require examples for every slice and at least one negative example when overlap risk is high.

    

    Manage growth

    
        	Track slice counts and validation performance as a regression indicator.

        	When budgets are exceeded, require an ADR or explicit justification.

        	Periodically refactor: consolidate slices, split profiles, or revise constraints with migration notes.
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    Example-Driven Profiling

    
    Use examples as first-class design artifacts; every profile/value set validates and renders.



    Structure

    Example-driven profiling makes examples the primary design artifacts that drive constraints and documentation. Structurally it relies on curated example bundles, explicit negative examples, and narrative links that keep guidance aligned with executable artifacts.

       
       	Example bundles: one per core scenario, containing all referenced resources so the story is complete

       	Validation alignment: examples must validate against the current profiles/terminology and render in the IG

       	Negative examples: small failing cases that prove gates work and explain boundaries

       	Narrative wiring: pages link directly to examples so readers can click from text to executable content

       	Regression role: examples become stable test inputs used by CI and cross-product matrices

       




    Components

    
        	
            Example bundles
            
            	Maintain one focused example per main scenario

            	Bundle related resources so context is complete

            	Keep identifiers and references consistent

            	Ensure examples render and validate

            	Use examples to drive review conversations

            

        

        	
            Negative examples
            
            	Create examples that intentionally fail key constraints

            	Use them to prove validator gates work

            	Keep negative scope small and focused

            	Label them clearly to avoid accidental reuse

            	Use them to document ‘what not to do’

            

        

        	
            Narrative links
            
            	Link examples from narrative guidance

            	Ensure readers can find the executable artifact from the text

            	Keep narrative aligned with actual constraints

            	Update narrative when artifacts change

            	Avoid ‘theory-only’ pages without examples

            

        

    


    Behavior

    Example-first workflow

    Examples lead; profiles follow. Each iteration starts from a concrete instance and then refines constraints only as needed.



    Start with an example

    
        	Create or update an example that represents the intended workflow.

        	Run validation and observe what fails (missing data, wrong bindings, unclear requirements).

        	Decide whether to fix the example (data) or change the rules (constraints/terminology).

    

    Stabilize

    
        	Once green, add a small negative example to lock in the boundary.

        	Link the example from the narrative and conformance statements.

        	Keep examples small so they remain maintainable as regression assets.
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    Testing: Interop is proven, not assumed Patterns

    
    Build a verification pipeline that continuously checks conformance across validators, servers, SDKs, and test platforms.


    Key Challenges

    Typical challenges in this area:


    
        	Validation only happens at release time

        	One validator passes but implementers fail

        	Terminology tests are flaky due to server drift

        	Test suites are not portable across platforms

    


    Patterns in this Category

    
    
        Validator Gate in CI

        Run IG Publisher validation as a hard gate on every PR.

    

    
        Cross-Product Interop Matrix

        Test across validators/servers/SDKs continuously to catch ecosystem differences early.

    

    
        TestScript / Inferno / Touchstone Alignment

        Write portable conformance tests using TestScript/TestPlan conventions and execute on common platforms.

    



    Validator Gate in CI

    
    Run IG Publisher validation as a hard gate on every PR.



    Structure

    A validator gate in CI is a build pipeline stage that runs IG Publisher validation and fails PRs on conformance errors. Structurally it includes reproducible dependencies, cache controls, and a suppression governance mechanism.

       
       	Validation runner: scripted invocation of IG Publisher with consistent parameters

       	Dependency cache: pinned package dependencies cached safely to reduce build time without drift

       	Failure policy: what blocks merges vs what is advisory (errors vs warnings budget)

       	Suppressions: versioned suppression/known-issues files that require review and periodic cleanup

       	Artifacts: logs and reports captured so failures are diagnosable without re-running locally

       




    Components

    
        	
            IG Publisher validation
            
            	Run validation on every PR

            	Fail builds on errors; budget warnings

            	Keep terminology cache consistent

            	Capture logs as build artifacts

            	Use known-issues suppression only with review

            

        

        	
            Package cache
            
            	Pin dependencies and cache them in CI

            	Avoid cache poisoning across branches

            	Provide a clean-cache job for debugging

            	Document cache locations and cleanup

            	Monitor cache drift as part of release process

            

        

        	
            Fail-fast rules
            
            	Define what failures block merging

            	Keep fail-fast suite short and fast

            	Separate advisory checks from blocking checks

            	Make error messages actionable

            	Prevent regressions by tracking recurring failures

            

        

        	
            Reviewed suppressions
            
            	Require justification for any suppression

            	Store suppressions in versioned files

            	Review suppressions periodically

            	Remove suppressions once upstream fixes land

            	Treat suppressions as technical debt

            

        

    


    Behavior

    Fail fast, learn faster

    The behavior is to keep main green. Failures become backlog items and lead to improved automation and clearer rules.


    
        [image: Validator Gate in CI Sequence Diagram]
        Validator Gate in CI Sequence Diagram
    

    On PR

    
        	Run validation; fail on errors; treat warnings via a defined budget.

        	Publish logs and a direct link to the failing section when possible.

        	Prevent merging until either the issue is fixed or a reviewed suppression is added.

    

    On recurring failures

    
        	Identify root cause (tool upgrade, terminology drift, rule ambiguity).

        	Add regression tests/examples to prevent same class of failure.

        	Document the fix and keep suppression debt visible and time-boxed.

    




    References

    
        	
            IG Publisher Documentation
            Validation guidance
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    Cross-Product Interop Matrix

    
    Test across validators/servers/SDKs continuously to catch ecosystem differences early.



    Structure

    A cross-product interop matrix is a small harness that runs the same set of artifacts/tests across multiple validators, servers, and SDKs. Structurally it defines targets, execution environments, and a split between smoke and full suites.

       
       	Target list: named validators/servers/SDKs with minimum supported versions

       	Execution harness: scripted runs (often containerized) so results are comparable

       	Suites: small smoke suite for PRs + larger suite for nightly/pre-release

       	Reporting: normalized reports that show pass/fail by target and scenario

       	Triage taxonomy: labels/owners that quickly route failures to profiling, terminology, or platform variance
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    Components

    
        	
            Matrix targets
            
            	Choose representative validators/servers/SDKs

            	Define minimum supported versions

            	Separate required vs optional targets

            	Keep the matrix small at first

            	Expand as adoption grows

            

        

        	
            Docker harness
            
            	Provide repeatable environments for each target

            	Capture versions in Docker image tags

            	Make runs deterministic and scriptable

            	Store logs and reports as artifacts

            	Allow local developer runs

            

        

        	
            Smoke vs full suites
            
            	Keep a smoke suite that runs on every PR

            	Run full suites nightly or before release

            	Track coverage gaps explicitly

            	Avoid flakiness by controlling dependencies

            	Use failures to prioritize fixes

            

        

        	
            Triage labels
            
            	Label failures by root cause (terminology, profile, server)

            	Track whether failure is known variance or a bug

            	Assign owners for each area

            	Keep a dashboard of recurring issues

            	Use labels to drive release readiness

            

        

    


    Behavior

    Detect variance early

    Run a small subset early and often; run deeper checks on cadence. Treat variance as data, not as noise.



    PR smoke run

    
        	Run the smallest set of scenarios that catch common incompatibilities.

        	Fail PRs only on agreed critical targets; keep others advisory at first.

        	Record failure fingerprints for faster triage.

    

    Nightly/pre-release

    
        	Run full suite across all targets.

        	Track trendlines (new failures vs known variance).

        	Feed results back into patterns: add guidance where ecosystem behavior differs.

    




    References

    
        	
            Testing Platforms
            Testing catalogue
        

        	
            Inferno
            Inferno host
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    TestScript / Inferno / Touchstone Alignment

    
    Write portable conformance tests using TestScript/TestPlan conventions and execute on common platforms.



    Structure

    Portable test alignment is a structure of assets that can execute on multiple platforms (TestScript/TestPlan + data bundles + reporting). Structurally it separates specification (what to test) from execution (where/how it’s run).

       
       	TestPlan: scenario and environment documentation + links to conformance statements

       	TestScript: portable test definitions with fixtures, setup, and assertions

       	Synthetic data: curated bundles free of PHI that validate against profiles

       	Execution adapters: platform-specific runners (Inferno, Touchstone, etc.) that map to the same logical tests

       	Reporting: consistent pass/fail summaries that can be compared across platforms and releases

       




    Components

    
        	
            TestPlan
            
            	Define test scope, actors, and scenarios

            	Describe required environment setup

            	Link tests to conformance statements

            	Keep the plan versioned

            	Use the plan to coordinate cross-org testing

            

        

        	
            TestScript
            
            	Write portable, standards-based test definitions

            	Keep tests readable and modular

            	Use fixtures and variable extraction consistently

            	Ensure tests work across platforms where possible

            	Version tests with the IG package

            

        

        	
            Synthetic data
            
            	Provide consistent test data bundles

            	Include required terminology and identifiers

            	Avoid PHI or real patient data

            	Ensure data matches profile constraints

            	Maintain data alongside tests

            

        

        	
            Execution report
            
            	Capture pass/fail outcomes per scenario

            	Include logs and failure context

            	Track results across products

            	Publish summaries for implementers

            	Use reports as release gates

            

        

    


    Behavior

    Write once, run many

    Start with a portable smoke test set, then grow coverage while keeping tests readable and maintainable.



    Author portable tests

    
        	Define scenarios and actors in TestPlan.

        	Implement the core flows in TestScript using consistent fixture and variable conventions.

        	Keep assertions aligned to conformance statements and examples.

    

    Execute and compare

    
        	Run tests on at least two platforms/targets to catch platform assumptions.

        	Normalize reporting so failures are comparable.

        	When a platform needs a feature, document the divergence and keep a portable baseline.

    




    References

    
        	
            Touchstone
            Touchstone platform
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    Release: Ship, support, evolve Patterns

    
    Release with compatibility guarantees, publish packages, and operate with a predictable change process.


    Key Challenges

    Typical challenges in this area:


    
        	Breaking changes land without migration guidance

        	Package and canonical versions are inconsistent

        	Downstream implementers can’t tell what changed

        	Release cadence is unpredictable and stalls adoption

    


    Patterns in this Category

    
    
        Release Trains + Compatibility Contracts

        Ship on predictable trains with semver, published packages, and compatibility promises.

    

    
        Change Impact Check & Diff Reports

        Generate diffs and impact reports when artifacts change; validate downstream; publish migration notes.

    



    Release Trains + Compatibility Contracts

    
    Ship on predictable trains with semver, published packages, and compatibility promises.



    Structure

    Release trains + compatibility contracts are a release architecture: semver rules, published packages, changelogs, and migration guidance. Structurally it defines what stability means and how teams coordinate change with downstream implementers.

       
       	Release calendar: predictable cadence (monthly/quarterly) with defined cutoffs

       	SemVer contract: what counts as breaking/minor/patch for profiles, terminology, and tests

       	Package publication: repeatable build and publish steps so downstream installs are reliable

       	Changelog + migration: human-readable summaries plus actionable upgrade steps

       	Support window: how long old versions are supported and how deprecations are handled

       




    Components

    
        	
            SemVer policy
            
            	Define major/minor/patch rules for IG packages

            	Document what counts as breaking

            	Apply policy consistently across artifacts

            	Require version bumps in PRs

            	Keep policy visible to implementers

            

        

        	
            Changelog
            
            	Maintain a human-readable changelog

            	Group changes by area (profiles, terminology, tests)

            	Include migration notes for breaking changes

            	Link to issues/PRs

            	Publish changelog with releases

            

        

        	
            Migration guide
            
            	Provide upgrade steps and code/FSH examples

            	Highlight removed/renamed elements and replacements

            	Include timelines and deprecation windows

            	Keep migration docs scoped and actionable

            	Validate migration guidance with downstream tests

            

        

        	
            Package publication
            
            	Publish packages to the appropriate registry

            	Ensure package metadata is correct and consistent

            	Verify downstream installs work

            	Keep release artifacts reproducible

            	Announce releases with links and summaries

            

        

    


    Behavior

    Ship predictably, evolve safely

    Behavior is about making change boring: small batches, clear communication, and regression validation.



    During development

    
        	Batch changes into trains; avoid unplanned breaking changes.

        	Keep CI green and ensure changes are covered by examples/tests.

        	Communicate early with implementers for high-impact changes.

    

    At release

    
        	Publish package and changelog.

        	Publish migration guidance for breaking changes and deprecations.

        	Run cross-product smoke suite as a final gate.
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    Change Impact Check & Diff Reports

    
    Generate diffs and impact reports when artifacts change; validate downstream; publish migration notes.



    Structure

    Change impact checks and diff reports are a structural safety net for evolution. Structurally it combines semantic diffs, an impact checklist, and downstream validation runs so teams understand the blast radius of change.

       
       	Diff engine: generates diffs for StructureDefinitions and terminology artifacts, highlighting semantic changes

       	Impact checklist: standard prompts for authors to assess downstream impact (servers, SDKs, partners)

       	Downstream run: one or more representative downstream builds/validators executed in pinned environments

       	PR integration: attach diffs to PRs and require checklist completion for risky areas

       	Release artifacts: store diffs and impact summaries with releases and migration notes

       




    Components

    
        	
            Diff tooling
            
            	Generate diffs for StructureDefinitions and terminology artifacts

            	Highlight semantic changes (requiredness, bindings, slices)

            	Store diffs with CI artifacts and releases

            	Make diffs reviewable in PRs

            	Use diffs to prevent accidental breaking changes

            

        

        	
            Impact checklist
            
            	Define a standard checklist for change impact

            	Include downstream systems, tests, examples, terminology

            	Require owners to confirm impact assessment

            	Track checklist completion in PR templates

            	Use checklist as a release readiness input

            

        

        	
            Downstream validation run
            
            	Run a representative downstream build/validation

            	Use pinned environments to keep results stable

            	Record failures with actionable logs

            	Gate releases on downstream health

            	Track deltas across releases

            

        

    


    Behavior

    Assess → validate → communicate

    The behavior is to prevent accidental breaking changes and to make intentional breaking changes explicit and supported.



    On every meaningful change

    
        	Generate diffs and review them for semantic impact.

        	Complete the impact checklist and identify affected downstream consumers.

        	Run the downstream validation job and capture logs as artifacts.

    

    When impact is high

    
        	Decide whether a breaking version bump is required.

        	Write migration guidance with before/after examples.

        	Communicate timelines and deprecation windows to implementers.
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    Pattern Co-Usage

    
    This chapter describes how patterns work together in real-world scenarios.


    Use these as recipes for project setup.


    Pattern Usage by Scenario

    The following diagrams show how patterns work together in specific healthcare workflow scenarios:

    
    Rapid IG Bootstrap (2 weeks)

    
        [image: Rapid IG Bootstrap (2 weeks)]
    

    Walking skeleton with HL7 auto-build preview and validator gate; enough terminology to demo interoperability.

    Terminology-First Approach

    
        [image: Terminology-First Approach]
    

    When semantic alignment is primary risk, start with terminology service gates and pinned content versions.



    Common Pattern Combinations

    
    
        Rapid IG bootstrap (2 weeks)


        Patterns involved:

        
            	Thin-Slice Use-Case First

            	Executable Contract Backlog

            	FSH-First, Repo-First Authoring

            	HL7 Build Preview Pipeline (base template)

            	Example-Driven Profiling

            	Validator Gate in CI

        


    

    
        Terminology-first for high semantic risk


        Patterns involved:

        
            	Three-Layer Terminology Model

            	Terminology as a Service (TaaS) Gate

            	Terminology Release Train

            	Cross-Product Interop Matrix

        


    




    References


    Key standards, tooling, templates, and testing references for R4 + HL7 build.


    Recommended reading


    FHIR IG authoring & delivery


    
        	
            Guidance for FHIR IG Creation (CI build)
            - Practical, continuously-built guidance for creating IGs
        

        	
            FSH / SUSHI Transition Project Plan
            - Background and practices for adopting FSH/SUSHI
        

    


    Testing and conformance


    
        	
            FHIR Testing Platforms (HL7)
            - Overview of test platforms used by the FHIR ecosystem
        

        	
            Inferno
            - Conformance testing and SMART/FHIR test suites
        

    


    FHIR specification (R4)


    Core resources & conformance


    
        	
            FHIR R4 Specification
            - Base FHIR R4 specification entry point
        

        	
            ImplementationGuide (R4)
            - IG resource, parameters, and packaging model
        

        	
            StructureDefinition (R4)
            - Profiles, extensions, and constraints
        

        	
            Terminology module (R4)
            - How code systems, value sets, and bindings work
        

    


    Validation tooling


    FHIR Validator


    
        	
            FHIR Validator (CLI)
            - How to run the validator locally and in CI
        

        	
            HL7 FHIR Validator releases
            - Published validator JARs used by many pipelines
        

    


    Packages, versioning, and publication


    NPM packages & publication


    
        	
            FHIR Package Registry
            - Browse published IG packages
        

        	
            Package specification (FHIR)
            - Package structure, dependencies, and version semantics
        

    


    HL7 build.fhir.org infrastructure


    Auto-build & logs


    
        	
            FHIR IG Auto-Builder
            - Configure a public repo to auto-build to build.fhir.org/ig
        

        	
            FHIR IG Builds dashboard
            - Build status + logs dashboard
        

    


    IG Publisher


    Publisher & ig.ini


    
        	
            IG Publisher Documentation
            - How IG Publisher works, ig.ini parameters, terminology cache, troubleshooting
        

    


    Publishing templates


    Template selection


    
        	
            Publishing Templates
            - How templates are identified; use #current for CI build versions
        

    


    FSH tooling


    Authoring


    
        	
            FHIR Shorthand (FSH)
            - FSH language specification
        

        	
            SUSHI
            - Reference compiler for FSH
        

    


    Testing and conformance


    Platforms


    
        	
            Testing Platforms (HL7)
            - Catalogue of testing platforms
        

        	
            Inferno
            - Inferno public host
        

        	
            Touchstone
            - Touchstone testing platform
        

    


    Terminology servers


    Server options


    
        	
            Ontoserver
            - FHIR-native terminology server
        

        	
            SNOMED terminology servers
            - Snowstorm and terminology server overview
        

    



    

    Additional Resources

    For more information, consult:

    
        	HL7 FHIR Specification

        	SMART on FHIR

        	IHE Profiles
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